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Online adaptation of uncertain models using neural network priors and
partially observable planning

Akinobu Hayashi1, Dirk Ruiken1, Christian Goerick1 and Tadaaki Hasegawa2

Abstract— One of the key challenges in realizing a robot that
is capable of completing a variety of manipulation tasks in the
real world is the need to utilize sufficiently compact and rich
world models. If the assumed prediction model does not match
real observations, planning systems are unable to perform
properly. We propose a system that corrects the models based on
information collected from the robot’s sensors. We encode prior
experiences in a neural network to generate possible parameters
of the models for a physics engine from real observations. An
online POMDP solver is used to plan actions to complete the
task while progressively validating and improving the models.
We perform experiments in simulations and on a real robot. The
results show that this approach appropriately clarifies observed
environments, can handle dynamics with discontinuities, and
with increasing domain complexity achieves a better success
rate than baseline methods.

I. INTRODUCTION

Robots are increasingly required to complete real-world
tasks. To be successful, they must handle a large variety of
situations and adapt to changes in tasks and their environ-
ment. Usually, many details about a situation are unknown
due to partial observability and uncertainty in observation
and action outcomes. Such tasks can be represented as
partially observable Markov decision processes (POMDPs).
Belief space planners have been shown to handle both partial
observability and uncertainty of POMDPs, but they rely on
appropriate models of the environment and typically scale
very poorly with the complexity of these models (and the
resulting action and observation spaces). Variations in an
environment can be represented as different models, though
there will usually be some mismatches between model and
reality. And even representing a small space of variations
at high enough detail can result in very high complexity,
causing problems for planners.

Our approach for solving this problem is the following:
We use an online POMDP solver to manage belief and
for choosing next actions. A set of models is used with
a physics engine for simulation to provide transition and
observation models. As initial models likely do not include
a model that matches the real situation well enough, we
are using a recurrent neural network (RNN) trained on
prior experiences to continuously suggest new models based
on real observations. The new models are then added as
hypotheses to the belief of the POMDP planner. After each
action, the RNN uses the new observations to provide refined
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Fig. 1: System overview: The state of the world is represented as a belief
over model parameterizations and states. An online POMDP solver uses
Monte-Carlo Tree Search (MCTS) to select the best next action to take. It
uses a physics engine configured by the model parameters as a black box
transition and observation model. After action execution new observations
are passed to a pre-trained RNN that feeds a MDN. Finally, the output
GMM provides new potential model parametrizations and states that are
added to the belief space. New observations are also used to update the
current belief. This process repeats until the task is completed. The new
models provided by the LSTM/MDN progressively adapt and improve the
model parameters to better match the actual situation.

models to the planner. Thus, the models are progressively
adapted and validated to the actual situation while non-
matching models lose support and impact on the planner.
Figure 1 illustrates an overview of our approach.

We evaluate the proposed method with simulations and
on a real robot in which a robot equipped with insufficient
sensors needs to clarify its understanding of the world in or-
der to complete its tasks. The proposed method successfully
completes tasks in various domains and with increasing do-
main complexity achieves a better success rate than baseline
methods. It can handle dynamics with discontinuities that
generally pose difficulties to model adaptation methods.

The remainder of this paper is organized as follows:
Section II discusses related work with respect to model
adaptation and POMDP planning. Section III introduces our
approach, and Section IV presents experiments and results.
Finally, Section V provides a conclusion and future work.

II. RELATED WORKS

There are several approaches to plan appropriate actions in
varied environments. In recent years, model-free approaches
such as policy-based and value-based reinforcement learning
using neural networks (NNs) have significantly evolved [1],
[2]. As the learned policy or value functions are usually
difficult to adapt to different domains, we focus on model-
based approaches.

In model-based approaches that learn dynamics from ex-
perience, there are two types that either learn local models
or global models. To learn a single global model, usually



a general function approximator such as a Gaussian Pro-
cess (GP) [3] or a deep neural network (DNN) [4], [5] is
used. However, GPs scale poorly with increasing amount
of training data. On the other hand, DNNs require a huge
amount of data to train a good global model. Generally, it is
considered that learning complex dynamics is more difficult
than learning a policy or value function.

The local model approach only considers dynamics to
explain experiences from a specific state to a target state.
In the case of having multiple types of parametric models,
it is necessary to fit all models to the obtained experience
and select the best one by using the information criteria.
Sturm et al. compute the maximum likelihood parameters of
each model, and select the best one by using an information
criterion such as the Bayesian information criterion [6].
Levine and Abbeel iteratively apply time-varying linear-
Gaussian dynamics for fitting and local linear quadratic
regulator to update for guided policy search under unknown
dynamics [7]. Fu et al. use a neural network with prior
knowledge to predict new model parameterizations and can
cope with small changes [8]. However, these local model
methods often have a gap between the domains used for
training and testing. In this paper, we fill this gap through
simultaneous validation and adaptation of the models and
planning actions to complete the task.

Because local model approaches estimate local dynam-
ics, it is also difficult to adapt to dynamics with discon-
tinuous transitions or sudden jumps. Kolev and Todorov
use a full-featured physics simulator for system identifica-
tion [9]. Chebotar et al. combined model-based and model-
free approaches and improved handling of dynamics with
discontinuous transitions [10]. Instead of preparing many
local models, there is also a nonparametric approach [11]
to infer the model parameters by using a physics simulation
as a hypothesis space. From the viewpoint of expressive
power of the model, there is applicability to dynamics with
discontinuities, but the search space is large and it is difficult
to scale up, which is also a problem when assuming an
accurate simulator. Our approach combines global model
learning with a physics engine to handle dynamics with
discontinuities better.

A POMDP offers a general framework for decision making
under imperfect information. There are two main approaches
to POMDP planning. Global solvers are used for offline
policy computation and online search. Global belief-based
that evaluate the wide range of possibilities over the assumed
world offline scale poorly with increasing problem size.
Progress to improve their scalability has slowed down after
the work by Kurniawati et al. [12]. In contrast, local online
planners have still scaled-up. These methods evaluate limited
possibilities from the current belief [13] or maximum like-
lihood observation [14]. In the proposed framework, we use
Partially Observable Monte-Carlo Planning (POMCP) [13].

Our architecture uses a combination of Long Short-Term
Memory (LSTM) recurrent neural network and Mixture
Density Networks (MDN) to predict the probability density
over the multi-modal output value space. For regression

problems, NNs usually output a single value, e.g. µ(x),
and the parameters are optimized to minimize the mean
squared error on the training data set. For example, Yu et
al. train a policy that takes as input the state as well as
the physical parameters, and a system identification network
that outputs the physical parameters given the history of
states and actions [15]. However, due to the simplicity of
the network architectures, it is difficult to handle uncertain
situations where multiple sets of physical parameters can fit.
MDN was proposed to predict multi-modal data [16]. The
network outputs the parameters of a mixture distribution.
Gaussian mixture model (GMM) with the predicted mean,
variance, and mixing coefficient, minimizing the negative
log-likelihood. LSTM recurrent neural networks are suitable
for sequential data [17]. The performance of combination of
MDN with LSTM has been demonstrated with an example
to generate artificial handwriting [18] and learning robot
trajectories [19].

III. APPROACH

We propose a method for online model adaptation and
planning. The approach handles partial observability and
uncertainty despite (initially) imprecise models and even
tasks with discontinuities in the dynamics. First, we introduce
how a task can be represented as a POMDP, how we
can handle uncertain model parameters by integrating them
into the transition and observation functions for use in a
physics engine (Sec. III-A), and an established planner for
solving tasks in such a domain (Sec. III-B). Then, we present
the RNN that is used to generate new possible parameters
in models from the history of actions and observations
(Sec. III-C). Finally, we describe how the individual parts
are integrated to perform model adaptation while completing
the task (Sec. III-D).

A. Belief Representation

POMDPs are well suited for formulating planning prob-
lems in the presence of uncertainty and partial observability.
A POMDP is defined as a tuple 〈S,A,O,P,Z,R, γ, b0〉,
where S is the set of states, A is the set of actions, O
is the set of observations, P = Pr(st+1 | st, at) is the
stochastic transition function, Z = Pr(ot+1 | st+1, at) is
the stochastic observation function, R(st, at) is the reward
function, γ ∈ [0, 1] is the discount factor, and b0 is the belief
about the initial state. st ∈ S , at ∈ A, ot ∈ O are the state,
action, and observation at time step t, respectively. At each
step, the agent receives a reward rt+1 = R(st, at). The goal
is to compute the optimal policy π : b → a that maximizes
the expected discounted total reward E[

∑∞
t=0 γ

tR(st, at)].
The ability to plan in such a domain depends on the

transition and observation models. A general model for
stochastic dynamics and observations can be defined as:

st+1 ∼ f(st, at), (1)
ot ∼ g(st). (2)

Here, usually both f and g are fixed functions. For smaller
problems these functions can easily be defined a priori.



However, for more complex situations, designing or learning
a single global dynamics model that accurately covers the
state space is challenging. Often physics simulations are used
as a black box to calculate results of physical interaction at
runtime though these simulations still depend on accurate
parameters. In this paper, we use online model adaptation to
adjust imperfect models to observed experiences. Therefore,
a set of hand-chosen parameters (Θ) for a physics engine are
used to define the transition and observation functions:

st+1 ∼ fΘ(st, at | Θ), (3)
ot ∼ gΘ(st | Θ). (4)

We define Θ as a set of time independent parameters
containing physical property information. It consists of

• object dynamics such as mass (m), the location of the
center of mass (xcom), and friction coefficients (µc),

• geometric information such as shape types and sizes
(e. g. dtype = box, ps = {px, py, pz}).

• information about an obstacle {dtype,m,ps}obs
resulting in

Θ := {dtype,m,xcom, µc,ps}obj ∪ {dtype,m,ps}obs . (5)

Some of these parameters, such as mass, are not directly
observable but still influence the transition dynamics.

In a POMDP, the current state st is usually not known
with certainty. Instead, the belief over the possible states at
time t is used: bt(s). This belief is used to summarize the
probability of the world state based on the histories of actions
and observations: ht = {o0, a0, o1, . . . , at−1, ot}. With the
introduction of parameters Θ, we extend the belief to include
both the state s and physical parameters Θ, and it can be
described by a conditional joint distribution as:

bt(s,Θ) = Pr(st,Θ | ht). (6)

Since we approximate the belief state bt(s,Θ) by N
particles of {st,Θ}, the belief can be updated by an un-
weighted particle filter with a Monte-Carlo procedure to
update particles [13].

B. POMDP Planning

We use POMCP [13] as an online planner. It scales up to
complex problems through Upper Confidence bounds applied
to Trees [20] and is suitable for the problem of dynamics
fluctuation. It performs a forward search from the current
history or belief state. We use a physics engine as a black
box simulator and a generative model. Therefore, we do not
need to handle multiple transition functions.

In POMCP, belief b(s) is represented as a set of particles
of state s. By sampling an initial state from the belief, the
simulation step for planning using a generative model G is:

(st+1, ot+1, rt+1) ∼ G(st, at). (7)

It builds a search tree based on multiple simulations. After
POMCP finishes the search, it performs the best action,
updates the robot’s belief, and repeats the procedure until
the goal is reached. In POMCP, the problem of particles

disappearing may occur if the search space is large. Usually,
reinvigorating particles is handled by adding artificial noise
to existing particles (e. g. Gaussian noise with zero mean
on each state value). We compare to this approach in our
experiments.

C. Neural Network Priors

As the known models and model parameterizations likely
mismatch the actual situation, we use a RNN to predict
different local dynamics models. The RNN is pre-trained on
a dataset collected from various simulations (see Sec. IV-B
for training details). We use a LSTM [17] and a MDN [16]
to predict a multi-modal mixture distribution on the physical
parameter space. We chose LSTM due to the requirement for
storing and utilizing historical information. The probability
density for MDN output is modeled using a GMM of the
form:

p(st,Θ | ot) =
K∑

k=1

αk(ot) N
(
st,Θ | µk(ot), σk(ot)

)
, (8)

where µk(ot) and σk(ot) are the parameters of the Gaussian
components, αk(ot) is the mixing coefficient, and K is a
hyper-parameter for the number of components. Θ is defined
in Eq. (5). Note that σk(ot) is not a full covariance matrix
but only variance. The error signal for the MDN is defined
with the negative log-likelihood:

EMDN = − ln p(st,Θ | ot). (9)

Since the output is represented by a GMM, finding the most
likely value for the output vector can be considered as a non-
linear optimization problem. However, if we assume that the
components of the GMM are not too strongly overlapping,
we can take the mean µ of the highest component as ap-
proximation of the most likely value of (st,Θ) as suggested
in [16]. Alternatively, we can sample from the GMM.

D. Combining NN Priors and online POMDP solver

Our approach tracks belief over states and model param-
eters, bt(s,Θ), as particles. The POMCP algorithm uses
Monte-Carlo Tree Search (MCTS) to select the best next
action to take based on the current belief. For each particle,
it uses a physics engine as a black box for the transition and
observation model. The model parameters Θ configure the
simulation parameters for the physics engine and state s pro-
vides the state of the robot and the objects for initialization.
After the chosen action is executed, new observations are
passed to the pre-trained RNN (see Sec. IV-B for training
details). The output GMM provides new potential model
parameterizations Θ and states st that are added as new
particles to the belief. Then, new observations are also
used to update the current belief through Bayesian filtering
on all particles. New particles that better match the real
situation will receive more support and poorly matching
particles will disappear. Thus the pre-trained RNN is able
to adapt the model effectively given the history and change
the belief state of the POMDP. This process repeats until
the task is completed. An outline of the approach is shown



Algorithm 1 Proposed method

Input: Simulator G: (st+1, ot+1, rt+1) ∼ G(st, at | Θ)
1: Initialize belief bt(s,Θ) over state st and physical pa-

rameters Θ (Θ is described in Eq. (5))
2: repeat
3: Construct a search tree from simulations starting from

{s′,Θ′} ∼ bt(s,Θ)
4: Execute planned action at in the world
5: Receive observation ot+1 from the world
6: Update the belief bt+1(s,Θ) with particle reinvigora-

tion by {st+1,Θ} ∼ RNN(ot+1) (see Sec. III-C)
7: Prune the tree
8: until Terminating or Out of particles

in Algorithm 1 and an overview of the components of the
system is depicted in Figure 1.

IV. EXPERIMENTS

We evaluate our method on a robotic pushing task with
both in the simulations and on a real robot. Here, the aim
of the experimental evaluation is to answer the following
questions:
1) Does our approach enable adaptation of the mismatched

world models to the encountered situation?
2) Can our approach handle dynamics with discontinuities?
3) How does our approach scale with the complexity of the

world models?

A. Experimental setup

Goal

Belief

Obstacle

Target
object

Fig. 2: Task for the evaluation: Pushing a target object to the goal location.
The shape of the target object (box, cylinder, or sphere) is unknown to the
robot. The existence of obstacles around the target object is also unknown.
The robot has to plan actions based on real observation while validating the
models across the assumed domains.

We evaluate our method on various robotic pushing tasks
with increasing complexity. These tasks involve controlling a
robotic arm with an end effector to push an object to the goal
(Figure 2). The task domains use combinations of three types
of geometric shapes (box, cylinder, or sphere) with unknown
sizes for the target object and existence of a movable or
static obstacle around the target object. The existence of the
obstacle provides dynamics with discontinuities.

We use two different robot platforms: the first set of
experiments uses a simulated 7 degrees-of-freedom (DOF)
Rethink Sawyer arm with a simplified ball-shaped effector.
The second set uses both a simulated and a real Kinova
Jaco arm with 6 DOF and a 3-finger hand. Sensor feedback

is obtained from a force-torque sensor on the wrist and
measured joint torques, respectively. For simulations, we use
the Bullet physics engine [21].

Actions: We define 10 discrete actions for relative move-
ment of end effector positions: 8 actions for the xy-
plane (forward/backward, right/left, and four diagonals), and
up/down along the z-axis within 2 cm. Each movement is
executed with a minimum jerk trajectory with 20 time steps.

Rewards: The robot arm receives a reward of −1 at each
step, −5 for a large force or joint torque (e. g. 100 N for the
force measured at the wrist joint or 30 Nm on each joint),
−5 if the arm exceeds the reachable region, +10 for moving
the object, and +100 for the object reaching the goal region.
The discount factor is γ = 0.95.

Observations: used differently as input to the planner
and to RNN: Prediction by the RNN is computationally
cheap and can handle continuous values without problem
and achieve better quality. As planning by MCTS is compu-
tationally expensive, discretization keeps it computationally
tractable:

1) Input for the RNN: 20 continuous observations with 7
joint positions, 6 measured forces and torques on the wrist,
and 7 for the pose of the object for Sawyer. 13 continuous
observations with 6 measured joint torques and 7 for the pose
of the object.

2) Input for the POMDP planner: only a subset of all
observations is used and coarsely discretized. This subset
consists of 3 measured forces and the location of the object
with the Sawyer and 3 measured joint torques (distal joints)
and object pose. Each discretized value o′ is clipped into a
range (a, b) and mapped to indices {0, . . . , N}. where N =
255 (8-bit) for (aloc, bloc) = (−10, 10) [m], (aori, bori) =
(−2π, 2π] [rad], (af , bf ) = (−500, 500) [N], and (at, bt) =
(−160, 160) [Nm]. Here, theoretically, we have (N + 1)6

possible observations however, only a subset of them are
encountered inside of the online planner because it evaluates
only the current belief and associated states and observations.

B. Data collection and NN training

We collected data from physical interaction experiences in
multiple simulated environments to train the neural network
prior. Here the input to the RNN are continuous observa-
tions ot and the output is a GMM over (st,Θ) as described
in Equation (8). The state s consists of 6 or 7 joint positions
of the arm plus 26 continuous values for the poses and the
velocities of the target object and the obstacle. The physical
parameter Θ consists of 12 continuous and 2 discrete values
as described in Equation (5).

The dataset consists of data from the simulations of the
pushing task in randomized worlds. For this, we sample the
full physical parameters and initial states by using univariate
probabilistic distributions. We use Truncated-Gaussian for
{xpose,xcom, µc,ps,x

obs
pose,p

obs
s }, Gamma for {m,mobs},

and Categorical for {dtype, dobstype}. The object pose is ini-
tialized with xpose. Mass m is a positive value, the friction
coefficient µc is in the range [0, 1]. The parameters ps

represents the sizes of the object such as the radius and



height for the cylinder primitive. The geometric types are
specified as dtype ∈ {box, cylinder, sphere}, and obstacle
types dobstype ∈ {box, cylinder, sphere, none}. Note that the
object type for the obstacle can be none to represent the
situation without an obstacle. In order to generate worlds in
the physics engine, we sample the parameters by using the
assigned distributions.

Fig. 3: Data collection in simulation: snapshots of the physical interaction
experience. The robot follows a heuristic policy that minimizes the distance
between the hand-tip and the center of the target object.

Once a randomized world is generated in the physics
simulator, the robot must interact with an object to gather ex-
periences. To select meaningful and efficient actions instead
of random actions, however, the robot needs a policy for that
purpose. In this paper, since we use a physics engine and can
access its state directly, a simple heuristic policy based on
the Cartesian distance between the end effector xee and the
object center xoc is used:

πrollout = min(‖xee − xoc‖). (10)

Examples of the sampled worlds are denoted in Figure 3.
We collected the data of 150k transitions from simulations.

By using this dataset, we train our network of two LSTM
layers with 128 nodes each and tanh activation together with
a MDN output with 10 components. We used a batch size of
128 and Adam optimizer with fixed learning rate of 0.001
in our training.

C. Comparisons in simulation

To evaluate our approach, we compare two variants against
standard POMCP with the reinvigoration(No RNN). For the
reinvigoration process, we use artificial noise on individual
parameters as described in IV-B. Our variants differ slightly
in the way they merge the RNN outputs into current belief:

1) The most likely value (mean µ of the highest component)
of the GMM is selected (Using RNN w/ max. value)

2) the value is sampled form the GMM (Using RNN w/
sampling).

The suggestions of the RNN are added as new particles to
the belief.

We use five domains (D1-D5) with increasing complexity.
In the simplest case (D1), the target object is known to be
of type box and there cannot be any obstacles. In domains
D2 and D3, the object can be any of two (box, cylinder) or
three types (box, cylinder, sphere) respectively. D4 adds a

possible static obstacle with unknown shape and properties.
For D5 the obstacle can also be movable.

Each domain was tested 30 times with each approach.
The results can be seen in Table I and Figure 4. For the
simplest case D1, No RNN works best because it focuses
on adjusting a single prediction model, meaning the method
does not generate particles for other models. In contrast, in
our approaches the RNN can generate the particles broadly
based on prior experience, meaning for all prediction models,
making its problem more difficult. The RNN is pre-trained
on the dataset of various situations (see Sec. IV-B for
training details). Our result indicates that the suggestion
by the RNN disturbs the search of the POMDP solver
for the simplest case. However, it can handle increased
complexity much better than No RNN. Here, No RNN does
not work well because its particle reinvigoration is inefficient
for higher number of prediction models. Additionally, it is
difficult to find appropriate new particles if the dynamics
has discontinuities. Our methods have higher chances of
drawing new particles far from current particles because
they are trained with past experience and based on current
observations. Scalability against number of the prediction
models is improved by combining local search by noise and
global search by encoded experiences. Also, the comparison
of the two variants of our approach shows that stochastic use
of prior knowledge works better than deterministic use.

TABLE I: Comparison of success rate of methods on the simulated tasks.

Methods D1 D2 D3 D4 D5

No RNN 24/30 16/30 10/30 1/30 0/30
Using RNN w/ max. value 12/30 6/30 6/30 2/30 0/30
Using RNN w/ sampling 20/30 17/30 15/30 10/30 7/30
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Fig. 4: Success rate of the approaches for the different domains D1-D5

D. Robot Experiment
We used the Kinova Jaco to compare the performance of

the simulated and real robot. Figure 5 shows the experimental
setup. Again the robot needs to push the target object to
the goal region. The object is tracked with a marker. A
movable or static obstacle can be in the scene, although it
is not tracked. An initial belief over the states and physical
parameters is given but with a mismatch to the real scene: the
object type (box) is known, but all other properties and the
existence of an obstacle are unknown. Again, the existence
of the obstacle provides dynamics with discontinuities.
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Fig. 6: The robot arm performs a pushing task. The initial belief does not consider the static obstacle (red book support by a human hand) in the real scene
that blocks the direct path to the goal region. After contacting to the obstacle at step 2, our method successfully generated suitable particles to update
belief in order to avoid the obstacle and reach the goal.

Robot arm
● 6 DoF
● 3fingers hand

Camera

Marker on the desk
● For camera calibration

Target object
● Unknown properties
● Tracked by a known marker

Unkown obstacle
● Not tracked

Goal

Fig. 5: Experimental setup: A Kinova Jaco arm pushes an object with
unknown properties to reach a goal area on a table. A movable or a static
obstacle can be in the scene, although it is not tracked by the sensor.

The RNN is pre-trained with 200k transitions collected
from various simulations as described in Sec. IV-B and
Figure 3, but with a Jaco arm model. (Note that the fingers
always remain open in our experiments.) Figure 7 shows a
sequence of executed actions from the same initial belief by
two methods. While No RNN stops after contacting with
the obstacle due to the lack of the particles to explain
the situation by only adding Gaussian noise, our method
successfully generated suitable particles. Figure 6 shows a
successful action sequence. We conducted 30 experiments in
simulation and with the real robot (Table II). We found slight
decreases of success ratio on both methods on a real robot
compared to simulations, however, our methods still handles
discontinuities in the dynamics much better than No RNN.

TABLE II: Comparison of success rate for simulated and real robot

Methods Simulation Real robot

No RNN 10/30 7/30
Using RNN w/ sampling 25/30 23/30

V. CONCLUSIONS

In this paper, we presented an approach for adaptive
decision making that combines an online POMDP planner
with a pre-trained RNN and simulators as the source of
priors for different prediction models. We use a pre-trained
LSTM in combination with a MDN to generate predictions
of model parameterizations and states that are used to extend
our hypothesis space. Model parameterizations are used to
configure a physics engine which functions as a black box
for transition and observation models that can be used by

(b) Using RNN w/ sampling(a) No RNN

Fig. 7: Overlaid sequences of executed actions from the same initial belief.
The task is to move a box (green) to the the goal region (red). The initial
belief is not assuming the static obstacle behind (yellow). While the standard
POMCP (No RNN) stopped after contacting with the obstacle due to the lack
of the particles to explain the situation by only adding Gaussian noise, our
method succeeded by generating suitable particles from pre-trained RNN.

the POMDP planner. The novelty in this approach is that
this method, unlike existing approaches, can handle multiple
domains and large discontinuities in the dynamics.

We show that our approach is able to adapt to mismatches
between assumed situations and the real environment while
completing the task. The approach handles dynamics with
discontinuities well as adapted model parameters are directly
used in the physics engine as forward model. Our simulation
results provide a comparison with a state-of-the-art online
POMDP solver in several domains of manipulation tasks
with increasing complexity. Our approach achieves higher
task success rates compared to the state-of-the-art planner for
domains with increased complexity. We also demonstrated
our method with the experiments on a real robot.

It is expected that the performance decreases if the en-
countered situation is far away from the data distributions
used for pre-training RNN. In such cases, our approach is
expected to be capable of finding the best fit values within
the available set of physical parameters. Unknown shapes
will be approximated with the best fitting known shape and
in many cases could still enable successful task completion.

In this paper, we used simple relative movements of the
end effector as discrete actions. A promising extension could
be the use of broader-scope actions like Macro-Action [22]
or Dynamic Movement Primitives [23].
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