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Abstract—For accurate vehicle self-localization, many ap-
proaches rely on the match between sophisticated 3D map
data and sensor information obtained from laser scanners or
camera images. However, when depending on highly accurate
map data, every small change in the environment has to be
detected and the corresponding map section needs to be updated.
As an alternative, we propose an approach which is able to
provide map-relative lane-level localization without the restraint
of requiring extensive sensor equipment, neither for generating
the maps, nor for aligning map to sensor data. It uses freely
available crowdsourced map data which is enhanced and stored
in a graph-based relational local dynamic map (R-LDM).

Based on rough position estimation, provided by Global
Navigation Satellite Systems (GNSS) such as GPS or Galileo,
we align visual information with map data that is dynamically
queried from the R-LDM. This is done by comparing virtual 3D
views (so-called candidates), created from projected map data,
with lane geometry data, extracted from the image of a front
facing camera. More specifically, we extract explicit lane marking
information from the real-world view using a lane-detection
algorithm that fits lane markings to a curvilinear model. The
position correction relative to the initial guess is determined by
best match search of the virtual view that fits best the processed
real-world view.

Evaluations performed on data recorded in The Netherlands
show that our algorithm presents a promising approach to allow
lane-level localization using state-of-the-art equipment and freely
available map data.

I. INTRODUCTION

A. Motivation

In literature, driver decisions are often divided into one of
the three categories strategical, tactical and operational [1], [2].
Strategical decisions have a long planning horizon and include,
amongst others, the general planning of the trip and the choice
of route. On tactical level, decisions with short term objectives
and time horizons of several seconds are taken, such as lane
changes or overtaking maneuvers. The operational level covers
the actual control of the vehicle.

With respect to this classification, road-level navigation
has its main focus on the strategical level since it supports
the driver to find the shortest, quickest or most comfortable
route. Currently, a paradigm shifting trend from road-level
navigation towards lane-level navigation can be observed. In
this context, lane-level navigation aims to additionally provide
support at tactical level, e.g. by explicitly suggesting lane
changes, which provide safety or utility benefits. Increasing
functionality of Autonomous Driving (AD) and Advanced
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Fig. 1. General concept of Camera to Map Alignment (C2MA)

Driver Assistance Systems (ADAS) leads to new requirements
for self-localization approaches. Especially map-relative posi-
tion estimation in lateral direction, i.e., perpendicular to the
driving direction, is a key issue.

In general, Global Navigation Satellite Systems (GNSS),
such as GPS, Glonass, BeiDou or Galileo, are used for self-
localization tasks. Showing an accuracy in the meter range,
standard GNSS meets requirements for road-level navigation
but is not suitable for localization within lanes. More sophis-
ticated and more expensive technologies such as differential
GNSS allow to improve the absolute accuracy. However, a
match of the estimated absolute position with structures from
the map data is not guaranteed by default, which is due to
offsets and modeling errors.

In this paper, we present an approach that aligns sensor
data with map data in order to provide map-relative lane-
level localization (see Fig. 1). Additionally to GNSS, which
provides an initial position estimate, we use visual data from
a front facing mono camera. We employ an environment
representation, a so-called relational local dynamic map (R-
LDM), that allows for quick and efficient storage, update and
retrieval of static as well as dynamic map-related information.

What differentiates us from other approaches is the restric-
tion to low-cost sensors and the usage of crowdsourced and
open map data. In this way, our approach is neither dependent
on specific proprietary map data nor limited to areas in which
high definition (HD) maps have been recorded previously.
With regard to ADAS systems, the approach allows for self-
localization without the restraint of requiring a localization
which is accurate in a global sense.

The remainder of this paper is structured as follows. In
section I-B, we give an overview of related seminal and state
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of the art literature. Our methods are presented in section II.
Here, we first introduce the map data concept, including a
graph based environment representation. Then, we show the
lane detection algorithm, followed by the candidate generation
process and the explanation of the alignment of map and visual
data. In section III, we evaluate our approach on data recorded
in the Netherlands. To complement the paper, we summarize
the results and give a short outlook in section IV.

B. Related Research

Map-relative self-localization can be divided in three sub-
tasks a) retrieval, adaptation, and representation of raw map
data, b) suitable management, storage and querying of map
data and c) alignment of sensor and map data.

As a first step, the source of raw map data has to be chosen.
One way is to record new data using a mobile platform,
equipped with sophisticated sensor equipment, such as done
in [3]. Another way is to leverage freely available data. Here,
the spectrum ranges from parsing aerial images in order to
extract infrastructural information [4], [5], to the usage of
community developed map data projects [6], [7]. Advantages
of the latter are, amongst other things, frequent updates, a high
coverage and the possibility to easily edit the data. However,
the drawback of current crowdsourced mapping projects is
their level of detail. Data is mostly limited to road level, with
further information, such as lane amount, added as a tag. To
counteract this shortcoming, raw data is enhanced by inferring
missing information under usage of heuristics or based on the
tagged information [8].

For representing map data, a suitable model is required. In
[9], the road representation consists of basic curves such as
straight lines, circles, and clothoids (spiral curves), which all
share the same curvilinear 2D equation. Bender et al. introduce
the so-called lanelets which allow for storage of topological
and metrical infrastructure information [10]. A lanelet is an
atomic lane segment, defined by its left and right boundary
polyline. Similar to Bender et al., we describe road entities
by their boundaries, but with the difference of saving the
geometry on more than one level detail, including road level
and lane level.

With ADAS shifting from exclusively using ego-vehicle
information (e.g. inertial measurement unit (IMU) and GNSS
data) to additionally considering the local environment, the
handling of external entities, e.g. sensed with camera or Li-
DAR, is becoming more and more important. A growing body
of literature is proposing to implement a central knowledge
base that is serving as a hub (e.g. [11], [12], [13], [14]). The
target is the management, fusion and prediction of ADAS-
relevant data. A prominent example of such hubs are the so-
called Local Dynamic Maps (LDM) [15], as presented within
the frame of the SAFESPOT Integrated Project [16].

In order to successfully use the information stored in such
a knowledge base, one of the most crucial tasks is the self-
localization within the underlying map. Map-relative localiza-
tion can be divided into two classes, a) lane assignment, which
is the estimation of the current ego lane index, see e.g. [17]

and b) map alignment, which allows the estimation of a map-
relative ego vehicle position, described in Cartesian- or geo-
coordinates, as e.g. in [18], [19], [20].

For both classes, the usage of explicit road marking detec-
tion has proven its usefulness. Road markings can be e.g. lane
delimiter lines [21], stop lines [22], or instructions that are
printed on the street such as speed limitations [23].

An approach for map alignment is presented in [24]. Similar
to us, Hu and Uchimura project digital map data into image
coordinates and compare potential virtual views to features
detected in the camera image. The parameters of the best
match lead to a corrected ego-position, relative to the map.

A combination of lane assignment and map alignment is
presented in [25]. Using an extended digital map based on
OpenStreetMap, they first determine the lane on which the
ego-vehicle is traveling under usage of a Bayesian Network.
In a second step, they align visual landmarks detected by a
stereo camera (e.g. a stop line) with data of the enhanced map.

In our previous work [26], we presented first ideas on how
to align map data with visual data derived from a front-
facing mono camera. In this paper, we build upon these initial
ideas and introduce a novel approach to map-alignment that
is based on explicit lane marking detection. This is done by
dynamic retrieval of map information from a graph-based local
dynamic map which is then compared to visual information,
derived from a front facing mono camera. Compared to our
previous work, the main novelty lies in leveraging explicit lane
detection and exploiting the graph structure of our relational
local dynamic map (R-LDM) concept. This paper also inves-
tigates the question if and to what extent publicly available
data can be used for map-relative self-localization. By using
freely available map data and low cost sensors, our research
is not limited to a certain location and can be applied without
requiring a recording of map data in advance.

II. METHODS

In this section, we first present the underlying world model
followed by the explanation of the lane detection algorithm
and the candidate generation process. Then, we recall prior
work, presented in [26], and introduce the novel alignment
pipeline which is exploiting both the dynamic world model as
well as the explicit lane detection.

A. World Model

The task of creating a structured model of the world
can be divided into the three subtasks a) retrieval of raw
infrastructural information, b) processing and enhancement of
infrastructural information and c) storage of this information
in a coherent environment representation model.

1) Retrieval of Infrastructural Information: With regard to
ADAS, our main demands on map data are consistency with
the real-world, frequent updates, high coverage and an easy
editability. These three latter points are where crowdsourced
and collaborative mapping projects excel. In our research,
we choose map data from the community developed Open-
StreetMap (OSM) project [27]. OSM provides a publicly and
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freely available map of the world. However, the drawbacks of
OSM are its low level of detail. The geometry data provided
by OSM is mostly restricted to road level. Polylines consisting
of nodes describe the center of a road, see Fig. 2 a). In
the case of structurally separated roads as e.g. highways,
one centerline is modeled for each direction. Intersections are
modeled implicitly by nodes that are shared by two different
roads. Further information that can be added as a tag includes
the road type or traffic rules such as speed limits. Lane-level
information, as e.g. the number of lanes, is added as a tag as
well, but geometric data of each individual lane or topological
data on how lanes are connected are missing. In order to use
OSM data for lane-level self-localization tasks, we therefore
need to enhance this road-level data.

a) d)c)b) e)

Fig. 2. Enhancement of map data. a) Center of the road. b) Center of lanes.
c) Topological connections. d) Geometric connections. e) Full geometry.

2) Map Enhancement: Knowing the number of lanes, we
infer lane segment centerlines based on the corresponding road
centerline, see Fig. 2 b). Since the width of the lane is rarely
annotated, it has to be estimated. According to [28], the width
of freeways and arterial roads ranges globally from 2.75 m to
4.0 m on arterial roads or freeways and from 2.25 m to 4.0 m
taking also minor or local roads into account.

Next, we connect lane segments on topological level using
heuristics, shown in Fig. 2 c). Based on this, connections be-
tween two related lane segments are interpolated on geometric
level, depicted in Fig. 2 d). Such connection elements are
referred to as junctions hereinafter. As a final step, right and
left boundary polylines are added, leading to full lane-level
geometry, see Fig. 2 e).

It has to be noted that using freely available crowdsourced
map data brings the disadvantage of non-consistent accuracy
of its geometric and tagged information. For this reason, we
inspect and correct the result of the automatic enhancement
with a special focus on a correct amount of lanes. The
lane width is estimated based on local guidelines for road
design and its meaningfulness can be checked and adapted
by using satellite imagery for comparison. In this context,
special attention has to be given to multi-lane roads with
different widths of the lanes. Furthermore, offsets of the OSM
road centerlines influence the position of the resulting lane-
level geometry. However, with regard to map-relative self-
localization, absolute offsets play a minor role and can mostly
be neglected if the offset is constant within a certain radius.

3) Storage of Map Data: With ADAS moving from an
ego-centered perspective towards systems that consider more
extended environments around the vehicle, a coherent world
model needs to be implemented. The goal is a world model
concept that allows for receiving, integrating, storing, fusing,
updating, and predicting ADAS-relevant data. For this reason,
we propose the Relational Local Dynamic Map (R-LDM). The
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Fig. 3. Relational Local Dynamic Map (R-LDM) concept with focus on the
static layer. Road geometry for segments and junctions is stored on three
levels of granularity.

R-LDM is a graph-based knowledge representation model that
presents an abstraction layer between sensor data and higher
level functions.

Similar to the LDM of the SAFESPOT Integrated Project
[16], our LDM consists of four layers that group entities
based on their level of dynamics, see right part of Fig. 3.
With regard to the alignment approach presented in this paper,
the following paragraph focuses on the static layer. For more
detailed information, see [29]

As indicated in the previous section, static road infrastruc-
ture is made up of segments S and junctions J . Infrastructural
information is stored on three levels of granularity, namely
road level, half-road level and lane level with half-roads
being the union of all lanes in the same direction and roads
being the union of all corresponding lanes, see left part of
Fig. 3. Thus, half-roads define a driving direction and allow
to express directionality. For each element and for each level
of granularity, geometry information such as the centerline
and boundary polylines is stored. On top of this, additional
properties including curvature, street type, street name or
drivable area can be attached. This also means that geometry
and topology information is provided on all three layers of
granularity. At this point, we want to emphasize that the
environment representation is not limited to enhanced OSM
data but can also be used with other forms of polyline based
raw map data.

The R-LDM is realized as a relational graph database.
Since in graph databases, relationship are first class citizens,
they allow to easily represent and process large numbers of
semantical and topological relationships.

B. Lane Detection

In order to align map data and camera data, visual cues
need to be extracted from the camera image. Since lane
markings are visible on most roads, they present useful visual
cues for aligning map and camera data, However, if we
want to obtain a robust lane marking detection method that
suppresses the output in cases of low confidence, we need
to employ a complete lane model that estimates the lane
characteristics while guaranteeing temporal consistency. The
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following algorithm achieves this by fitting lane markings to
a curvilinear model and by inferring features such as lane
width, curvature, or lateral distances for each lane marking.

Fig. 4 depicts the full pipeline of the lane detection algo-
rithm which can be divided into four main stages: a) calibra-
tion, b) lane markings segmentation, c) lane markings tracking,
and d) lane modeling. The following paragraphs give a brief
insight into the most crucial steps of the pipeline.

1) Calibration: The lane detection algorithm considers
surrounding roads to be flat which holds true (at least in the
near proximity) for most scenarios and for common camera
ranges. As shown in Fig. 4, it is possible to either use existing
calibration data, or to trigger a self-calibration task which is
leveraging vanishing point information. Once the calibration is
performed, the algorithm generates a look-up table that relates
all points in the image domain to their corresponding points
in the road plane. This is done by using an Inverse Perspective
Mapping (IPM).

2) Lane Markings Segmentation: A top-hat filter is used
to detect lane markings. More specifically, the implemented
method is based on the Step Row Filter presented in [30]. The
idea is to analyze the intensity of the input image row by row,
with the objective of finding patterns that correspond to lane
markings. Only pixels that are inside a region of interest are
processed. A region of interest is defined by the rows that are
below the vanishing point. Previous computations are handled
by employing a threshold value that is dynamically updated.

Points detected by the top-hat filter are first transformed
into the IPM domain by applying the image-to-road-plane
homography to each of these points, resulting in a birds-eye-
view. Subsequently, a Connected Component Analysis (CCA)
is performed to group all points into stripes.

3) Lane Markings Tracking: In order to track lane mark-
ings, all previously detected stripes are projected onto the
horizontal axis. This allows to generate a histogram with the
distribution of the abscissa of the points that form the stripes.
The peaks of the histogram represent the x-position of the lane
markings. A linear tracking algorithm based on a Kalman filter
is then used to track these points.

4) Lane Modeling: Optionally, the algorithm applies a
parabolic fitting process to each stripe using a least squares
approach. A Kalman Filter processes the computed parabolas
providing a temporal consistency. The output of the Kalman
filter feeds the multi-lane model, using an additional control
layer which is used to parametrize the filter and to switch
from tracking to learning modes. The model is updated with
all relevant lane information: Number of lanes, lane curvature,
lane width, and the relative lateral position of the camera
to each of the lane markings. To make sure that the model
provides consistent values, a confidence analysis is carried
out where a confidence value is assigned to each estimation.
The line detection works well with straight stripes, including
continuous and discontinuous lines. Furthermore, double lines
are also detectable.

C. Candidate Generation

To achieve the goal of a map-relative positioning, the
idea is to create a large set of map-based images, here-
inafter called candidates c, that are then compared to real-
world visual data, obtained from a camera. Each candidate
is a virtual perspective view of the map data, which all
differ in their pose ρc. Here, we generally define the pose
ρc = (slon,c, slat,c, svert,c, αroll,c, αpitch,c, αyaw,c) as being the
composition of the candidate’s lateral, longitudinal and vertical
position as well as its orientation roll, pitch, yaw, resulting in
six degrees of freedom. In the case of flat maps, the vertical
position as well as roll and pitch angles can be neglected.

With regard to later applications, each candidate c can be
described by its pose difference ∆ρc = ρc − ρ0, with ρ0
being the so-called candidate zero ρ0, which is representing
the presumed position. This presumed position is based on
inputs such as GNSS which serves to bound the localization
error. It has to be noted that the description of a candidate
requires a transformation from world coordinates (wc) to car
coordinates (cc). In this context, calculations can be simplified
if the center of the car coordinate system is assigned to the
position of the vehicle camera.

The distribution of the candidates can be uniform, Gaus-
sian or chosen according to more sophisticated optimization
strategies.

D. Map Alignment

In the following, we briefly recall the basic concept of our
camera to map alignment approach, initially presented in [26].
This is followed by the presentation of novel ideas based on
explicit lane detection.

1) Basic Idea: The idea is to exploit visual cues detected
within the camera image, such as lane markings, curbs or
road texture, which are then used to estimate a map rela-
tive ego-vehicle position. Since our map is based on semi-
automatically enhanced crowdsourced map data, we cannot
expect highly accurate road geometry. We target a robust
alignment solution that does not require exact lane marking
positions on pixel level. For this reason, we choose orientation
based features, or more specifically the histogram of oriented
gradients (HOG) [31]. By using dominant orientations of local
spatial regions, we capture edge structures while being invari-
ant towards local geometric and photometric transformations.

On the one hand, we extract orientation based features
from the camera image, which captures the real world view
(rwv). In order to enhance relevant structures, we apply an
edge detection algorithm, as e.g. Canny edge detection [32],
before extracting the orientation based features. On the other
hand, we extract orientation based features from each of the
candidates, with candidates being virtual views (vv) of the
projected map data. In both cases, the result is a flattened
feature vector v that describes the locally dominant orientation.
Since we differentiate the data according to the directions
of dominant orientations without considering their direction,
potential angles can be in the range of 0 to π.
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Fig. 4. Pipeline of the lane detection algorithm which can be divided into four main stages: a) calibration, b) lane markings segmentation, c) lane markings
tracking, and d) lane modeling. To provide a complete lane model that estimates lane characteristics while guaranteeing temporal consistency, we fit lane
markings to a curvilinear model and infer features such as lane width, curvature, or lateral distances.

To compare the candidates with the camera image, a quality
criterion has to be formulated. We choose a cosine angle
related similarity score

mc =
vrwv · vvv

c

||vrwv|| · ||vvv
c ||

, (1)

with vrwv being the feature vector of the real world view and
vvc
c being the feature vector of the c-th virtual view candidate.
With the parameters of the best match, the initially assumed

pose can be updated in order to obtain a map aligned pose.
Here, we recall that the pose covers both, position and orien-
tation. In addition, we obtain aligned data in image space that
allows for example to overlay the camera image with virtual
road data. Fig. 1 briefly summarizes the pipeline in a diagram.

2) Image Processing: In [26], we showed preliminary
results that confirm the feasibility of the basic idea. Edges
are detected within the camera image and compared to the
candidates using Canny and HOG. Being computed image-by-
image, one of the advantages of the approach is instantaneous
availability without requiring an initialization procedure like
e.g. filter based approaches. Furthermore, the pipeline allows
for an alignment of up to 6 degrees of freedom.

A challenge is the negative influence of distracting land-
marks. Using a combination of Canny edge detection and
HOG, different structures may result in similar features. Since
Canny edge detection mostly leads to an overestimation of
lane markings, we face the problem of aligning map data to
other dominant features such as crash barriers, buildings or
railroad tracks. Moreover, calculating HOG features for every
candidate is computationally expensive.

We tackle the drawback of overestimations by performing
an explicit lane detection, described in section II-B. Fig. 5
shows an example of a highway situation with its correspond-
ing processed Canny edge (center) and lane detection (right)
images. The lane detection image is based on detected raw
points. It is possible to use the parabolic curves that are com-
puted for generating the multi-lane model, described in section
II-B. However, these curves do not improve the alignment task
since we need to identify the lane markings on pixel level as
accurately as possible. Yet, the whole lane modeling pipeline

Fig. 5. Highway situation with its corresponding processed Canny edge
(center) and lane detection (right) images. With respect to lane markings,
a high amount of false positives can be seen in the Canny edge image when
being compared to the explicit lane detection. The area of interest, which is
considered for the alignment, is defined by u.

is necessary to obtain a robust and consistent lane marking
detection.

For Canny edge detection, we use a lower threshold of
30 and an upper threshold of 80. A high amount of false
positives, or rather over-estimations, in the case of Canny
can be seen. Especially the crash barrier on the right side
can be mistaken for an additional lane in the Canny edge
image. Additional dominant orientations may arise from other
vehicles, as e.g. the car on the left. Both risks are addressed
when using explicit lane detection which improves reliability
and lowers the misalignment rate.

With regard to the image processing, since most information
value is contained in the lower part of the image, we define
an area of interest by cutting the upper part of the image at
position u. Position u can be either constant or determined
by an image dependent horizon which is e.g. defined by the
vanishing point of the image.

3) Plausibility Assumptions: One of the most crucial tasks
of the alignment is the selection of candidates. Regarding
longitudinal and lateral direction, candidates can be chosen
around a rough initial position estimate, e.g. derived from
a state of the art GNSS receiver. However, the range of
candidates highly depends on the expected accuracy of the
estimate, or in other words, the worse the expectation, the
larger the required search range. We define a value for both
degrees of freedom rlon and rlat, that limit the range in which
candidates are created. For lateral direction, it is reasonable to
limit the search range based on the current position estimate
with respect to the surrounding road geometry. We assume that
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a vehicle is neither driving outside of the road, nor on a lane
that points to the opposite direction. Geometric information
of the closest road is dynamically retrieved from the local
dynamic map. Since half-road elements present the union
of all lanes in the same direction, we can further exploit
this directionality information and limit the range of potential
candidates to the area of half-road that matches the current
direction of travel.

Lateral distances are defined by dhr
lat+ to the left boundary

polyline and dhr
lat- to the right boundary polyline of the current

half-road element. If a position estimate is located outside of
the half-road, the search range is shifted onto the road. In
addition, e offers an extra degree of freedom, allowing to
reduce or enlarge the limit set by the boundary. Doing so,
negative values of e allow to reflect e.g. the width of the
vehicle by reducing the limit. In this case, it is not sufficient
to have the center of the vehicle located inside the half road
but the whole vehicle needs to be inside the half-road area.

The effective lateral range is defined by

reff
lat = [−min(rlat, d

hr
lat- + e),min(rlat, d

hr
lat+ + e)], (2)

as long as the position estimate lies is within the half-road.
For position estimates that lie outside of the half-road, e is set
to infinite, thus, the range is solely defined by rlat. This means
that the candidates are selected around the position estimate,
neglecting the distance to any road boundary.

In our test data, the vehicle is always located within the
boundaries of the drivable area of the road. However, both
the assumption of being located on the road as well as the
assumption of driving in the correct direction can be wrong
in certain situations. In this context, we suggest to track the
location continuously by using dead reckoning (e.g. based on
an inertial measurement unit) which allows for detecting such
rare corner cases.

III. EXPERIMENTS

This section presents an evaluation of the Camera to Map
Alignment approach. We use data recorded in the Netherlands
within the frame of the EU-project INLANE by researchers
from the Technical University of Eindhoven (TU/e). The data
set is introduced in [33] and provides images with a resolution
of 640x480 pixels, derived from a front facing camera. Fur-
thermore, the data set includes position data obtained from a
U-Blox GNSS receiver with Precise Point Positioning which
is operating at 1 HZ.

A. Evaluation

The crucial ingredient for the evaluation is meaningful
ground truth data. In addition to U-Blox GNSS measurements,
highly accurate Real Time Kinematic (RTK) GNSS data is
included in the dataset. We want to stress again that we target
map-relative alignment while using only two low-cost sensors:
A state-of-the-art GNSS receiver and a monocular camera.
RTK-GNSS and similar technologies provide high accuracy
in terms of absolute positioning. However, we are using
semi-automatically enhanced map data that is based on low
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Fig. 6. Image sequence from frame 1557 to frame 1918, showing ground truth
data, non-aligned GNSS position estimates and aligned position estimates. The
figure is best viewed in color.

resolution crowdsourced information. Without sophisticated
manual checks and corrections of the map data, we cannot
guarantee that absolute position estimates fit our map data
which disqualifies RTK-GNSS as ground truth source. Instead,
we obtain reference data by semi-manually aligning map and
camera data with regard to all alignment parameters. More
specifically, we align lane delimiter lines from the map data
with lane markings and curbs from the real-world image.

At this point, we want to stress that the following alignment
has been performed postprocessed on a frame by frame basis.
The goal is to evaluate the feasibility of the approach and to
investigate if the chosen alignment pipeline generally allows
for a correction of the initial position estimate. Furthermore,
we assume a flat environment and focus on lateral displace-
ment.

For the evaluation presented here, we select recorded data
from a two-way road with a clearly visible lane marking
between the two lanes. Outer boundaries of the road are
defined by the curbs but explicit lane-markings are not visible
here which presents an additional challenge for the lane
detection algorithm. We define the center of the rear axis
as positioning reference. Overall, the sequence consists of
3700 frames. For every second frame, we run the alignment
while skipping situations in which the vehicle is located on
a junction segment. Concerning the candidates, we choose
a brute force technique that solves the optimization task by
equally distributing 50 × 8 candidates with regard to lateral
direction and heading angle.

Fig. 6 shows an excerpt of the sequence from frame 1557 to
frame 1918. The map is overlaid with GNSS positions, with
the results of the lane detection based approach using lane-
level maps, and with ground truth data. The U-Blox receiver
provides a smooth trajectory. However, from a map-relative
point of view, a quasi-static offset can be seen compared to
map-relative ground truth data.

In Fig. 7, the lateral error for each frame of the trace is
depicted. The error is expressed as a fraction of one lane
width which is assumed to be 3.3 m for the selected scenario.
As mentioned before, the alignment is skipped while being
located on a junction which is indicated by the gray bars.
GNSS positions are depicted as well. This shows that the
alignment provides improved position estimates in relation
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Fig. 7. Lateral error for each frame of the GNSS position estimates without
and with alignment. The lateral error is expressed as a fraction of one lane
width.

to underlying map data. Conclusions with regard to absolute
or global accuracy cannot be drawn. The alignment can be
improved by filtering the determined offset. This smoothens
the alignment and weakens outliers. For the sake of evaluation,
the figure shows unfiltered results.

B. Discussion

The results show that crowdsourced map data can present a
reasonable alternative to highly accurate map data for camera
to map alignment tasks. In general, the approach allows for
an alignment of up to six degrees of freedom, consisting of
three translation and three rotation directions around the axes.
If camera parameters are not known, this creates additional
degrees of freedom which can be estimated as long as there is
no conflict or ambiguity with another unknown parameter. For
example, estimation of lateral and longitudinal vehicle position
can be complemented by an estimation of the vertical camera
position.

Compared to edge detection algorithms such as Canny
edge, the explicit lane detector of our approach focuses on
a low false positive rates which is why lane markings may be
underestimated. More clearly, in the case of multi-lane half-
roads, it is not guaranteed that lane markings of all lanes are
detected. This leads to potential ambiguities since detected
lane markings of straight roads can be matched to any nearby
lane. To resolve the ambiguity, we propose to perform an
additional alignment on road level, using e.g. Canny edges.
A small amount of candidates is mostly sufficient to find the
actual location, since the search area is narrowed down to the
potential results of the initial alignment.

For current postprocessed and single frame evaluations, the
processing time of the alignment plays a minor role. Yet,
the task is to find a compromise between the number of
candidates, which is influenced by the degrees of freedom,
and the processing time. In view of an online alignment under
real-world conditions, we target to perform an alignment with
a frequency that is quite similar to the frequency of traditional
GNSS receivers, which is roughly in the range of 10 - 1 Hz.

When looking at the non-aligned trace of the GNSS receiver
in Fig. 6, a lateral offset is present that is nearly constant for
several consecutive position estimates. This offset can consist
of both a map-relative component, e.g. due to inaccurate
assumptions when enhancing the map data, as well as a

vehicle-relative component. In an evaluation of the alignment
on frame by frame basis, map-relative and vehicle-relative
offsets can be treated equally. However, with regard to online
alignment and dead reckoning, knowledge on the reference
system of the offset plays an important role. The knowledge is
particularly important for turning maneuvers or curves where
map-relative and vehicle-relative offsets behave differently.
A more profound investigation of the alignment accuracy in
curves, or more generally on non-straight roads, is going to
be performed in subsequent research.

IV. CONCLUSION AND OUTLOOK

This paper presents an approach to map-relative self-
localization using a mono camera and publicly available map
data. The alignment is done by generating virtual projections
of map geometry data that are compared to visual information,
derived from the front facing camera. We currently use lane
markings as visual cues but also other landmarks can be
considered. Map data is stored in a graph-based Relational
Local Dynamic Map (R-LDM) that allows for efficient and
dynamic retrieval of required information such as the geometry
within a certain radius or information on the current road.

In contrast to prior research, we explicitly extract lane
markings instead of using simple edge detection algorithms.
Furthermore, information on the current lane such as its
direction and its area is used when creating candidates for
the comparison of map and sensor data. This also allows for
bounding the localization error and to perform plausibility
checks.

At this point the self-localization is carried out as a single-
shot alignment, taking only limited prior information into
account. This assumes quasi-static offsets that change slowly
with respect to the computation duration of the alignment.
For the future, we plan to better integrate prior information
into the alignment process, e.g. by filtering and smoothing the
corrected position estimate or by using dead reckoning.

What remains to be evaluated is the influence of map data
inaccuracies, geometry errors or a lack of information in the
real world. Moreover, we are currently assuming a flat earth.
This means that inclination or road bumps are not considered
yet and may influence the results. Not considering height
information in the map data also affects special road structures
such as bridges since lane markings of upper and lower roads
cannot be separated in such cases.

Next steps focus on reducing the duration of each alignment
step and on carrying out an in-depth evaluation of the real-
time readiness of the system. In this context, we are going to
integrate GNSS estimations, inertial measurements and align-
ment information which, in combination, allows for continuous
calculation of the vehicle position.

In conclusion, we believe that we have designed an inno-
vative solution for Camera to Map Alignment under usage of
low cost sensors and publicly available map data.
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