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Abstract. Detecting objects and referring to them in a dialog is a cru-
cial requirement for robotic systems that cooperate with humans. For
this, in an unrestricted natural environment the innate concepts of the
robot must be extended and adapted over time. In this paper we describe
an autonomous mobile robot system that performs online interactive in-
cremental learning of objects. We argue that this combination strongly
contributes to the variation of appearance, context, and labels under
which visual concepts are encountered and thus overcomes limitations
of existing databases and robotic systems where one or more of these
aspects are missing. In the current prototype version, objects are shown
to the robot in hand and are learned by a standard classifier on top of
pre-trained CNN features. We evaluate the basic feasibility of the cur-
rent approach on an existing database of hand-held objects, show how
it performs online on the robot, and discuss extensions of the system
towards life-long learning and data acquisition.

Keywords: interactive online learning, autonomous robot

1 Introduction

To cooperate with humans in a natural way, assistant robots must be able to
detect and discriminate the task-relevant objects and uniquely refer to them in
changing contexts. In recent years deep learning led to a strong gain in perfor-
mance for various object recognition tasks and shows remarkable performance
on various vision benchmarks. However, the applicability of models pre-trained
on such benchmarks for cooperative robots in unrestricted real-world settings is
limited.

First of all, even a rich offline database can never cover all the necessary
categories that might be relevant for all possible tasks and environments an agent
might be confronted with. Second of all, also the known categories might not
generalize well to the divers newly encountered instances and viewing conditions.
Both aspects can partially be addressed with domain adaptation and transfer
strategies. But in general there will always exist cases when the system must
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learn a new category or adapt to new instances of an existing one, which reflects
the general motivation for incremental learning.

A third point to make is, that in current popular internet image collections
like ImageNet [5] and MS COCO [21] the variations in viewpoint, lighting, and
object instance of a category are distributed randomly over the large set of
samples. Hence there is no physical object concept where temporal and spatial
stability over different views can be exploited by a robot during training and
recognition. Therefore many benchmarks focus on single view recognition. This
might not be required for a robotic system that can actively integrate information
from several view points. Moreover recognition can also be very difficult if not
impossible for certain views, thus confusing the classifier or wasting its resources.

There are databases with natural or rendered images where categories are
represented in a more structured way, each containing several object instances
with several views. The views can originate from different sessions that reflect
changing environmental conditions or object transformations. This does better
reflect how robots encounter objects in the real world. However, these existing
datasets with natural images are obtained using a quasi static robot in dedicated
acquisition sessions like in [29, 30]. As a result, the viewing conditions are discrete
and controlled by the human and thus prone to lack sufficient context variation.
For the rendered datasets a wide variety of viewing conditions can be generated
artificially. However, the set of object instances is also limited and the robust
transfer of the models trained on such data to natural images is still an open
research topic [31].

We argue that a very natural and unbiased way to train/test a recognition
system and acquire data is to use a cooperative autonomous mobile robot with
onboard interactive incremental online learning.

If a robot is mobile it can see the same object from different poses. But only
if it has a certain degree of long-term autonomy it can explore its environment
by its own, decide on which place to be at which time, and which object to focus
on and with which person to interact. This drastically increases the appearance
variations under which objects and the categories they belong to are encountered.
Optimally this autonomy would be driven by the robot’s will to cooperate with
humans and to learn how to do so for various tasks and contexts.

There are systems that autonomously navigate indoors and predict the pres-
ence of new objects by comparing 3D measurements with stored reference frames
[6]. Driving around the object several views can be collected and merged to a 3D
or appearance based model, which eventually is presented to a human for get-
ting label information. This post-labeling is a valid approach but getting labels
in direct situated interaction with the human close by gives potentially richer
information, as similar objects are described differently by different persons, in
different contexts and tasks.

Only in certain situations it is necessary that a robot must immediately learn
and apply a new visual concept after it has been presented to it by a teacher.
However, the more learning a robot can perform online, the more actively and
economical it can exploit the information in the current situation including the
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teacher and the more intelligent it will appear. So the system could potentially
request/acquire further samples for a concept and ask for alternative labels or
relations to other concepts and objects. In general, the availability of strong
onboard resources increases the online learning capabilities of the robot and also
its autonomy.

We have implemented a first reference system that fulfills these requirements
with a focus on smooth interactive incremental online learning of objects in
unrestricted settings. We have started using a standard incremental classifier
alternative to demonstrate the benefits of our approach over systems in the
literature that miss some of the said issues.

2 Related Work

Already before the great attention on deep learning there were robust online
systems for discrimination of objects [12] and detection on a mobile robot [1].
These were based on hierarchical architectures where lower layers used hand-
crafted features and only the kernels of an intermediate layer and the parameters
of the final classifier on top were optimized by learning. Nowadays with deep
learning all layers of the representation can be optimized, yielding highly robust
recognition for large-scale benchmarks [4, 20, 32]. With the use of modern GPUs
several of these models can be used online.

Also there were early systems for incremental online learning. So first in [19]
hand-held natural objects were learned in front of a black background and as-
sociated with a pre-defined text label. This was later extended in [18] towards
multi-class object categorization in cluttered background using a heuristic strat-
egy for prototype and feature selection. In [8] models for spatial concepts and
speech labels were learned simultaneously and associated to each other. By re-
placing feature extraction by a pre-trained CNN, these approaches gained in
performance. This was e.g. evaluated in [7] for the system of [18]. However,
naive long-term incremental training of a standard CNN is prone to gradually
forgetting concepts that are not presented regularly.

For several classifiers there exist stable incremental versions. A comprehen-
sive evaluation of some standard approaches on some standard benchmarks was
published in [23]. In general, the optimal classifier choice strongly depends on
the order in which data of different classes is encountered and also which changes
a class undergoes over time. A prototype-based combination of short-term and
long-term memory was presented [22] to deal with heterogeneous concept drift
of known classes. In [3] an incremental Regularized Least Squares Classifier was
proposed, where new classes could be added efficiently. A general Nearest Neigh-
bor based memory module is proposed in [16]. This can be used to increases
stability during incremental training of deep architectures by remembering rare
events. In [15] continuous fine-tuning of a CNN on new classes was shown to
be practical. But the experiments focused on very short-term effects only. More
long-term stability is obtained for CNN approaches that explicitly distribute
resources for remembering old concepts and acquiring new ones as e.g. in [35].
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Fig. 1: Left: User showing an object to the robot. Right: Online learning system. Based
on proximity to the camera a segment is cropped from an image. For this segment fea-
tures are computed using a CNN, and classified and collected by the online learner. The
dialog manager regularly communicates the predicted class to the user. The user can
confirm or correct the prediction. After presentation of the object the dialog manager
sends the label to the online learner to trigger an update of the representation.

This emphasizes that incremental learning is an open research field and there is
not yet any gold standard. For building our reference system the choice of the
optimal classifier is not the initial focus and will be addressed in the next project
stage.

As motivated in the introduction, the popular large internet image collec-
tion category benchmarks like MS COCO [5] and ImageNet [21] have strong
limitations for the robotic context. There are more dedicated robotic databases
containing several views per object. The iLab-20M [2] is a large collection of toy
vehicles with varying background recorded on a turn-table. In [29, 30] the iCub
robot is used to record hand-held objects, and in [28] 300 Baxter robots were
used to automatically scan and get physical experience with millions of objects.
However, in non of these approaches the robot could autonomously explore its
environment. Thus the variation of objects and contexts is limited. With our
running autonomous robot system we establish the basis for collecting a much
wider range of data.

3 System

In this section we will shortly describe the basic setup and capabilities of our
robot and later in more detail how the behavior for interactive incremental online
learning was implemented and integrated.

3.1 Robot Hardware

The used platform is the wheel-based MetraLabs SCITOS G5 robot [24] as shown
in Fig. 1. The base system is equipped with a front and a back Laser scanner
that can be used to detect obstacles, and localize and navigate in recorded maps.
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Our robot additionally has a Kinect 2 camera and a microphone array mounted
on a pan-tilt unit. A small touch screen is attached to the chest of the robot.
Furthermore a KINOVA JACO arm [17] is located at the right side of the robot.
This arm can be used for pointing gestures and grasping of objects and was also
tested to have enough force to operate door handles. There is a base computer
onboard for processing the Laser data and doing navigation. Additionally, we
integrated a computer with a GTX1070 GPU that is mainly used for image
acquisition and processing. The base system is safety certified. It can drive up
to 1.4m/s. Loading of the onboard battery is done by driving onto a charging
station and a full load takes 6 hours. The base system can move and navigate for
up to 18 hours. Using additional equipment, especially the GPU, the run time
is considerably reduced to several hours. In our laboratory setting we have three
identical robots that are located in separated office areas. In general each robot
acts independently but they can exchange information over a central server via
WiFi.

3.2 Basic Robot Software System

The middle-ware that we use on the robot is ROS [33] Indigo. Only the Laser
processing and basic navigation uses the MIRA middle-ware of MetraLabs, which
offers a ROS interface.

We took over the basic behavior system used in the STRANDS project [25],
which mainly is a task scheduler/executor. The basic task for the robot is to reach
a certain location in its known map. On the way the robot is avoiding obstacles
and has to pass doors. If a location is not reachable the robot cancels the current
goal. This basic task is what the robot is doing all the time currently, each time
choosing a new random target location from a predefined set distributed over
several office rooms and floors. In the background the robot observes its battery
state and on demand can add a high-priority task to go to the charging station
to the scheduler. Taken this together, the robot has an autonomous behavior,
although driving around randomly is not very purposeful at the moment.

On the way to or at a target location a user can call the robot. The intent of
the user utterance is classified and triggers a certain action. Such an action can
be the response to a question (“How are you?”) or the start of an incremental
object learning session (“I want to show you an object.”). The object learning
can also be started by showing an object in a certain distance to the robot for
one second.

3.3 Online Learning Action

The components that are relevant for the online learning action are shown in
Fig. 1 and described in the following.

Region Detector The region detector determines the closest depth blob to the
camera. If this blob fulfills constraints on minimal size and distance range, it is
cropped from the HD image (1920 × 1080) of the Kinect 2 and normalized to a
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given segment size, here 227 × 227 corresponding to the input size of the CNN
feature detector. This strategy follows the concept of the peri-personal space
proposed in [9] which was already used in other online interaction systems [18,
12, 30]. However, we neglect the figure-ground segregation step of [18, 12] as the
study in [7] showed that this might be less important in combination with deep
features. If a region is found in five consecutive frames an object-found signal is
send to the dialog manager which signals the online-learner to start collecting
feature vectors. For five consecutive frames without a region an object-lost signal
is send respectively.

Feature Extractor As features we use the 1000-dimensional activation of the
’fc8’ layer of the BVLC Reference CaffeNet [14] trained on ImageNet, which is
a version of the architecture proposed in [20]. We did not do any adaptation to
our camera but used the image mean subtraction corresponding to ImageNet
which is provided with the CaffeNet.

Online Learner When the online learner receives the start signal from the dialog
manager, it begins collecting feature vectors and predicts a class label for each
using its internal classifier. When the object is lost the dialog manager closes the
feature gate. After object presentation, the label that was given or confirmed by
the user is send to the online learner, which it uses together with the collected
data to update the internal classifier. As our reference system should enable
research on incremental learning the choice or implementation of the ultimate
incremental classifier was not in focus at this point in time. For simplicity we first
use a Nearest Neighbor Classifier that stores all feature vectors as prototypes.
Class predictions are integrated over all views of a presented object by counting
how often each class was the winner. The contribution of this is evaluated in
Sec. 4.

Speech/Text Handler In the outward direction this component synthesizes speech
from text that it receives from the dialog manager. For this the Nuance Vocalizer
Expressive TTS [27] is used. In the inward direction the speech signal is acquired
using the microphone-array and enhanced using HARK sound source localization
[26]. After this the signal is translated to text using Google’s Cloud Speech-To-
Text streaming API [10]. This is followed by intent recognition that is performed
using the IBM Watson Assistant service [13]. The intents used for the online
learning are ’accept’, ’decline’, ’goodbye’, ’label’, ’forgetit’, and ’train’. For the
’label’ intent it is necessary to extract the words that make up the label from a
sentence. Currently we solve this by only allowing the phrase “It is a ...”. With
the help of a natural language understanding service it will be possible to extract
the label also from less restricted sentences. We also plan to show the understood
labels on the touch screen. In case of misunderstanding or ambiguities the user
would then have a chance to correct or select an alternative. Speech-to-text and
intent recognition are the only parts of the system that are not done onboard
but are currently realized using cloud services.
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Dialog Manager The dialog manager controls the whole dialog using a state
machine that reacts to the signals received from the other components. When
the region detector finds or loses the object the manager tells the online learner
to start or stop collecting data. During presence of the object it asks the online
learner regularly for its accumulated class prediction, reports this to the user via
speech, and waits for him to confirm or correct the prediction. If the true label
was not given during presentation of the object the manager will asks the user
afterwards. Finally, the label is send to the online learner where it triggers an
update of the classifier. After this the system is waiting for a new object. The
state machine is implemented using the SMACH package that comes with ROS.
SMACH also provides a helpful tool to visualize state machines online.

The raw data for each presented object is stored in a separate directory. This
currently comprises the RGB and depth segments, the computed features and
the given label. This can potentially be extended with various information like
the name of the user, the room, the robot’s position/orientation, and the time of
day. During interaction the user can trigger the ’forgetit’ intent, in which case all
data of the current object will be deleted and no training will be performed. The
collected raw data can later be used for large-scale offline evaluation/benchmarks
and training. A framework to manage this ever growing data has to be developed.

Currently the system runs at 6Hz. The limiting factor is not the feature
extraction but the use of the HD Kinect images that have to be sent to several
processes.

4 Results

When looking at the activation of the ’fc8’ layer of CaffeNet, we observed that
there was a strong variation in the set of highly activated neurons and for several
of them the relation to the presented object was unclear. A reason for this might
be that the context under which objects are shown in hand in our office is quite
different to and less natural than the context in ImageNet, e.g. comparing real
cars and toy cars. This might ’confuse’ the CNN and increase the influence of
background variation. To get a first impression of how well standard classifiers
can cope with this effect, we tested several of them on the iCubWorld28 database
[29], which has similar characteristics as our online system.

The iCubWorld28 database contains 28 objects. For each object on each of
four days there is a separate train and test session with 200 segments. The
objects are rotated in hand in front of an office background. Each segment has
a size of 128 × 128. We simply train on all training views of the objects and
test on all test views. Before feature extraction each view is up-sampled to the
CaffeNet input dimension of 227 × 227.

For comparison we tested a Nearest Neighbor Classifier (NNC), a Regular-
ized Least Squares Classifier (RLSC) as used in [29], a Support Vector Machine
with RBF kernel (SVM), a Linear SVM (LSVM), Generalized Learning Vector
Quantization (GLVQ) [34], and Generalized Relevance Learning Vector Quan-
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NNC - Nearest Neighbor Classifier
SVM - Support Vector Machine with RBF kernel; {C = 1.0}
LSVM - Linear Support Vector Machine; {C = 1.0; }
RLSC - Regularized Least Squares Classifier;

GLVQ - Generalized LVQ; {#prototypes/class = 1; β = 100; gtol = 10−6}
GRLVQ - Generalized Relevance LVQ; {#prototypes/class = 1; β = 100; gtol = 10−3}
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Fig. 2: Left: Accuracy of different classifiers on the iCubWorld28 database. Right: Av-
erage training and test time per sample.

tization (GRLVQ) [11]. The classifiers are listed again in the top part of Fig. 2
together with their parameter settings. For the two LVQ approaches the optimal
parameters were determined with a grid search in parameter space, keeping part
of the training data as validation set. The classification accuracies are given in
the lower left-hand part of Fig. 2. The NNC yields a test accuracy of only 54.4%
by simply storing all training views as prototypes. The NNC mostly confuses
similar objects inside the same category. So there are e.g. several cups, sprayers,
and sponges whose difference in appearance seems not to be prominent enough
compared to the effect of unseen background and pose variation. All other tested
classifiers have means to weight object information over background noise. This
is not so obvious but also true for the GLVQ, that can assign the same value
to a dimension inside prototypes of different classes, thus making the dimension
irrelevant during nearest neighbor search. These approaches yield a substan-
tially higher accuracy of 73.5% to 78.7%, which basically reproduces the 80.8%
reported in [29] where a RLSC was used on CaffeNet features. The small devi-
ation might be caused by a different pre-processing of images and the use of a
different layer of CaffeNet. Both is not described in [29]. Surprisingly, even the
very low-parametric classifiers like LSVM, RLSC, GLVQ, and GRLVQ show a
strong performance compared to the kernel SVM, which suggests that the ob-
jects cluster nicely in a weighted feature space. Still there is a residual error of
about 20%, caused by very similar appearance of objects in several views. How-
ever, in [29] they showed that this error can strongly be reduced by temporal
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Fig. 3: Left: The 47 objects of the Johnny47 database. Each object has a training session
with 100 views and a test session with 100 views. Right top: Views of one object. Right
bottom: Accuracy during incremental learning for temporal integration strategies.

integration, which is natural to do in a robotic setting. We confirmed this finding
for our own dataset.

In Fig. 2 also the training and test time per sample is shown. For our offline
classifiers we see two extreme cases. The NNC can be trained very quickly but
is slow during test, while the other approaches are quick in predicting a class
label, but much slower to train. RLSC and GLVQ are among the most accurate
and allow rapid classification, but a full re-training is too slow for smooth online
interaction. A next step for us is to investigate in how far the existing incremental
versions of these approaches trade online training speed against test performance.
For now we decided to use the NNC on the robot, because it shows a very smooth
training and test behavior for up to 20000 training views. This corresponds to
one hour non-stop interaction given our current frame rate of 6Hz.

To convey the current impression of the incremental online system, we ac-
quired a first small database which we call the Johnny47 database. This database
contains 47 objects with one training (100 segments) and one test session (100
segments). The segments have a size of 227 × 227 pixels. The objects of this
database and the variation of views for one object are shown in Fig. 3. To mimic
an incremental training we split the training session into several steps. In each
step ten consecutive views of each object are added as prototypes to the NNC
and the performance is evaluated on the whole test session. As outlined in the
introduction, a robot can usually integrate evidence from several viewpoints.
We evaluated the effect of this by accumulating class votes alternatively over a
single, ten, and all 100 consecutive views of an object. A similar voting was also
done in [12, 18] and evaluated in [29]. The results in Fig. 3 show that the perfor-
mance seems to converge from 60 training views per object onwards. The simple
temporal integration leads to a very strong gain in performance and confirms
the good impression that people have when testing/teaching the robot online,
where predictions are also integrated over all seen views of the presented object.
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Fig. 4: Interaction example with robots predictions and user confirmation or correction.
Often unknown objects are confused with known objects of the same basic category,
like balls, cars, mugs, and animals.

Furthermore, it is interesting and motivating for the user that usually the pre-
dictions for unknown objects are somehow explainable, even for the NNC. This
can be seen in Fig. 4 where we visualize user input and robot predictions for a
randomly chosen order of some objects.

5 Conclusion and Outlook

In this paper we argued about the special nature of object recognition on robots
and described the necessity of interactive incremental object learning and data
acquisition on an autonomous mobile robot. We outlined how this combination
contributes to the richness of the acquired data, thus overcoming limitations of
existing databases.

To our knowledge we have the first running system that fulfills all these
properties and is ready to operate 24-7. In particular we have a smoothly run-
ning dialog for interactive incremental object learning, currently using a baseline
classifier on top of pre-trained CNN features.

We evaluated the general applicability of CNN features pre-trained on Ima-
geNet in combination with standard classifiers in a robotic setting on the iCub-
World28 database. The results show that classifiers that can weight feature di-
mensions are able to realize an adaptation to the robotic target domain. Further-
more we confirmed the expectation that temporal integration strongly improves
recognition performance in a robotic context on our own database Johnny47.

Next we will start a first autonomous long-run of the robot. Observing how
people interact with the system will help us to make the dialog more intuitive.
We will also get an impression about the variation of objects, contexts, and labels
under long-term conditions. Based on this we plan to evaluate the suitability of
incremental learning approaches, especially towards dealing with label noise in
multi-class object recognition. We will also have to develop general means for
consistent data management for the given acquisition strategy.

Currently, the objects can only be shown by hand and are selected by depth
criteria. A natural extension is to add other attention mechanisms, e.g. a CNN
region detector. With this the robot can collect different object views by itself
e.g. by driving around a table. This can also be used to remember locations of
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objects in the office and gives us the opportunity to realize more meaningful
robot services on top of this.
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