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ABSTRACT

Averaging over noisy £tness evaluations can lead to topo-
logical changes of the quality function or £tness landscape.
Motivated by a qualitative model of a real-world optimi-
sation problem, we introduce and discuss a class of func-
tions which demonstrate a noise-induced bifurcation from a
global optimum to two or more local optima. Although rig-
orous theoretical analysis of the behaviour of EAs on these
functions is not possible to date, we present some interest-
ing empirical results for two evolution strategies, which in-
cludes e.g. a periodic switching between the local optima.

1. INTRODUCTION

The effect of noisy £tness evaluations on the optimisation
performance and ef£ciency of evolutionary algorithms and
evolution strategies in particular has recently been analysed
for “standard” noise models. These “standard” noise mod-
els are additive and the noise term is normally distributed.
In particular for real-world optimisation problems this is
not suf£cient. Indeed the in¤uence of the noise is usually
“hidden” in the £tness function itself. A concrete applica-
tion example is the optimisation of aerodynamic structures
(Olhofer et al. 2000; Olhofer et al. 2002), where we can
distinguish two types of variation. Firstly, variations of the
objective parameters, e.g. control points describing a three
dimensional spline structure. Secondly, variations of ex-
ternal constraints, e.g. in¤ow conditions of the air stream.
A more general noise model has recently been proposed in
(Beyer, Olhofer, and Sendhoff 2002) which yielded inter-
esting insights into the behaviour of evolution strategies for
the noisy sphere function. Recent approaches to “robust op-
timisation” (Branke 2000; Tsutsui and Gosh 1997) can be
seen as special cases of a general noise model. Special in
the sense that a particular £tness measure, usually the aver-
age £tness (Branke 2000), is assumed.

{bernhard.sendhoff,markus.olhofer}@de.hrdeu.com
beyer@ls11.cs.uni-dortmund.de

The introduction and analysis of a new class of func-
tions which goes beyond the sphere model (with the draw-
back that rigorous theoretical analysis is currently impossi-
ble) is motivated by the qualitative behaviour of evolution
strategies for the design optimisation of gas-turbine blades.
The behaviour suggests that the local £tness space might
look similar to the £tness function shown in Figure 1. Since
the dimensionality of the parameter space of the design op-
timisation problem is much higher, the model can only be
regarded as one possible interpretation. In the direction of

Figure 1: Qualitative
model for the local £t-
ness landscape moti-
vated by the behaviour
of evolution strategies
for the design opti-
misation of gas-turbine
blades.
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the y-axis (assuming x = 0) the £tness increases nearly
linear along a ridge. The downwards slope from the ridge
in the positive x-direction signi£cantly increases with in-
creasing £tness value. The £tness space is bounded by two
regions of infeasible solutions (shown by the £lled rectan-
gles) for example due to geometric constraints or unstable
results of the ¤uid-dynamics ¤ow solver. Needless to say
that the position of the infeasible region does not exactly
coincide with the ridge, but can lie somewhere on the neg-
ative x-axis. Noise is introduced in this £tness model by
demanding “robustness” of the parameter representing the
x-direction perpendicular to the ridge. In this paper, the av-
erage will serve as a measure for robustness. Thus, the re-
sulting design should display stable performance under vari-
ations of the x-parameter. The optimum of the x−averaged
£tness landscape will not remain at the (y = 0)−boundary
to the infeasible region but move along the ridge to smaller
y-values assuming that the increase of the downwards slope
in the x-direction is suf£cient.

The qualitative model as shown in Figure 1 is dif£cult to
analyse due to the two infeasible regions, therefore, in the



next section we will outline two test functions which cap-
ture the essentials of our model, however, at the same time
allowing a closed analytical form. In Section 3 of this paper,
we will investigate the behaviour of evolution strategies on
such functions and in the last section we will summarise our
£ndings and draw some conclusions.

2. FUNCTIONS WITH NOISE INDUCED
MULTI-MODALITY - FNIM

Function f1, equation 1, displays the linear increase along
the ridge and the sharp decrease in the xn−1-coordinate in
the vicinity of the optimum at (0, 0).

f1(x1, . . . , xn) = a− |xn−1 + z|+∑n−2
i=1 x2

i

|xn|+ b
− |xn|

z ∼ N(0, ε2), b > 0, x ∈ IRn (1)

In order to be able to neglect the infeasible regions in the
analysis, function f1 has been designed in such a way that
a clear optimum exists when no robustness is taken into ac-
count. Thus, without noise (z = 0) f1 is a uni-modal func-
tion, as shown in Figure 2 for n = 2. In the next step,

Figure 2: Function f1

with n = 2, z = 0, a =
5 and b = 0.2.
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we introduce variations of the xn−1 coordinate, by adding
the normally distributed random number z. In order to take
robustness of the solution into account, we use the £rst mo-
mentum E[f1(x1, . . . , xn)] of function f1 as the maximal-
ity criterion; this is the common way to incorporate stability
of the solution against parameter variations in the optimisa-
tion. We get

E[f1(x1, . . . , xn)] = a−E[|xn−1 + z|] +
∑n−2

i=1 x2
i

|xn|+ b
−|xn|.

(2)
For z ∼ N(0, ε2), E[|x + z|] is given as follows:

E[|x + z|] = E[x + z]z>−x + E[−(x + z)]z<−x

=
1√

2πε2

(

x

∫ x

−x
e(−z2

2ε2 )dz + 2

∫ ∞

x

z e(−z2

2ε2 )dz

)

:= ξ(x) (3)

Using (3), we get

E[f1(x1, . . . , xn)] = a− ξ(xn−1) +
∑n−2

i=1 x2
i

|xn|+ b
− |xn|

(4)

E[f1(x1, . . . , xn)] is shown in Figure 3 for £xed values of b
and ε. In particular when we observe the 2D cross section

-1

-0.5

0

0.5

1 -1

-0.5

0

0.5

1

2

2.5

3

3.5

-1

-0.5

0

0.5

1

PSfrag replacements

x1x1

x2

E[f1]

-1 -0.5 0.5 1

3.2

3.4

3.6

3.8

PSfrag replacements

x1

x2

E[f1]

x2

E[f1]

Figure 3: Left: E[f1(x1, . . . , xn)] with n = 2, a = 5, b =
0.2 and ε2 = 0.25. Right: Two-dimensional cross section
(x1 = 0).

shown in Figure 3, it is evident that the uni-modal function
has changed into a bi-modal function due to averaging over
the variations in one of the design parameters.

Qualitatively, this process of changing a uni-modal £t-
ness function into a multi-modal function (or in our example
into a bi-modal function) by averaging over the variations of
one parameter is similar to a bifurcation process, in which
the global maximum becomes a local minimum and two
new local maxima (of the same height) occur. The bifurca-
tion depends on the parameter b and on the noise strength,
the variance ε2. Numerically, this dependence is shown in
Figure 4. We note that for large b values and for small vari-
ances no bifurcation occurs. Both dependencies are easily
understood. The parameter b governs the steepness of the
slope near the optimum (0, 0); the smaller b, the steeper
the slope. The noise strength determines how far down the
slope the averaging process will take the coordinate xn−1.
Both together determine whether the single optimum will
persist or whether it will bifurcate.
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Figure 4: The dependence of the bifurcation from a uni-
modal to a bi-modal function on the standard deviation ε
(left £gure) and on the parameter b (right £gure).



If a bifurcation occurs it is notable from the viewpoint
of the evolutionary process because of several reasons:

• The topology of the £tness landscape is fundamen-
tally changed.

• Depending on the averaging process which is used
during the evolutionary optimisation process, the pop-
ulation will at some generations move on a uni-modal
and at some on a multi-modal £tness landscape. Thus,
the frequent interpretation of noise as leading to a
slight “jittering” of the £tness landscape is not appli-
cable. Indeed the changes induced by noise are of a
qualitative and not just a quantitative nature.

• A switching between the different optima can occur
instead of a convergence both with respect to the ob-
jective as well as the strategy parameters in evolution
strategies.

In order to analytically investigate the bifurcation be-
haviour further, equation (3) is too complex. Therefore, we
smooth out the ridge and the slope in equation (1) and ar-
rive at the following function f2 which qualitatively shows
a similar behaviour as f1, as shown in Figure 5 for different
levels of noise.

f2(x1, . . . , xn) = a− (xn−1 + z)2 +
∑n−2

i=1 x2
i

x2
n + b

− x2
n,

z ∼ N(0, ε2), b > 0, x ∈ IRn. (5)

Calculating the conditional expectation of f2 is an easy task.
Using E[(xn−1 + z)2] = x2

n−1 + ε2, we get:

E[f2(x1, . . . , xn)] = a− ε2 +
∑n−1

i=1 x2
i

x2
n + b

− x2
n. (6)

Furthermore, it is straightforward to generalise f2 and E[f2]
to the multi-modal case:

f̃2(. . .) = a−
∑n1

i=1(xi + zi)
2 +

∑n
i=n2+1 x2

i

b +
∑n2

n1+1 x2
i

−
n2
∑

n1+1

x2
i ,

z ∼ N(0, ε2), b > 0, x ∈ IRn, n1 < n2 ≤ n. (7)

Function f2 is a special case of f̃2 with n1 = 1, n2 = 2
(note that the indices are changed). Since the analysis of
f̃2 is completely analogous to f2, we will restrict ourselves
to f2. However, we see that indeed the transition is from
uni-modality to multi-modality.

Writing
√

∑n−1
i=1 x2

i := r, we can further shorten E[f2]:

E[f2] = a− r2 + ε2

x2
n + b

− x2
n. (8)
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Figure 5: Expected value landscapes of f2 given by Eq. (6)
for ε = 0.25 (left) and ε = 1.0 (right) - (a = 5, b = 0.2).

The conditional variance is given by

Var[f2|x] =
4ε2

(x2
n + b)2

(x2
n−1 + ε2/2). (9)

Now we are in a position to determine the extrema of func-
tion f2 by taking the partial derivative of (8) with respect to
xn and setting it to zero

∂E[f2]

∂xn
=

2xn(r2 + ε2)

(x2
n + b)2

− 2xn
!
= 0. (10)

Solving for xn one gets the x̂n points of the local optima.
Besides the trivial solution x̂n = 0 there exist also nontrivial
ones:

x̂n = ±
√

√

r2 + ε2 − b for r >
√

b2 − ε2. (11)

A closer examination of E[f2] reveals that there is a single
maximum as long as the square root on the left-hand side in
Eq. (11) is imaginary, i.e., for

√
r2 + ε2−b < 0. In this case

the maximum is located at (r, xn) = (0, 0) and the maxi-
mality condition for x̂n = 0 becomes ε < b. That is, there
is a single maximum provided that ε < b. For ε > b the
single maximum bifurcates into two maxima symmetrically
located with respect to the r-axis. This happens, according
to (11), for r >

√
b2 − ε2.

3. DYNAMICAL BEHAVIOUR OF THE ES ON f2

Due to the complicated functional structure of E[f2], Eq. (6),
and Var[f2], Eq. (9), one cannot apply the sphere model the-
ory (Beyer, Olhofer, and Sendhoff 2002) in a simple fash-
ion. Actually, E[f2] depends on two (aggregated) state vari-
ables, therefore, the dynamics and an underlying theory must
contain at least two degrees of freedom. However, there are
some clues that, qualitatively, the behaviour should share
some common properties with the sphere model. At least
the steady-state behaviour should exhibit some kind of resid-
ual localisation error for the optimiser: Because of Eq. (9)
Var[f2] > 0 does always hold (provided that ε > 0), even
for the case (r, xn) = (0, 0).
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Figure 6: The R- and σ-dynamics of a (30/30I , 60)-ES on
f2 with n = 20, a = 5, b = 0.5, and ε = 0.5 using CSA
and σSA, respectively. In the left £gure, a linear vertical
scale has been used while a logarithmic one in the right £g-
ure. The initial values are R(0) = 1000 (x-vector randomly
initialised with ‖x‖ = R(0)) and σ(0) = 10.

In order to get a certain feeling how the ES evolves on
function f2, ES runs have been performed. They are dis-
played in Figs. 6 – 8. The value of the parental vector x

was randomly initialised on a hypersphere with radius R(0).
Considering the shape of f2 for vanishing noise (cf. Fig. 5,
ε = 0), it becomes clear that under such random conditions
the quadratic xn part in (6) dominates resulting in large neg-
ative f2-values. The ES increases these f2-values very fast
as can be seen in Fig. 6 (the average 〈f2〉 of the µ parent
£tnesses is displayed). The fast f2 increase stops when the
“ridge”-like region has been reached. Then the dynamics
changes into a linear one, the parental distance to the opti-
mum R(g) = ‖x(g)‖ decreases obeying an almost perfect
linear time law. The CSA-ES evolves faster to the steady-
state than the σSA-ES. The steady-state is again charac-
terised by a non-vanishing localisation error.

Figure 7, left-hand side, shows the approach to the steady-
state considering the evolution of the xn coordinate. Apart
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Figure 7: Dynamics of the xn-coordinate of the
(30/30I , 60)-ES run from Fig. 6 on f2 using CSA and
σSA, respectively. Left £gure: transient phase; right £gure:
steady-state phase.

from the burst between generation g = 1700 to 2200, there
is nothing special with that coordinate. In the steady-state
(right-hand side) it ¤uctuates around the zero line. However,
consider Fig. 8, the difference to the ES run considered in
Figs. 6 and 7 is the increased noise strength ε = 0.75. For
this noise parameter, the σSA-ES exhibits a (random) pe-
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Figure 8: The same conditions as in Fig. 7, but ε = 0.75 has
been chosen.

riodic behaviour jumping back and forth between two at-
tractors. Using a slightly smaller noise strength ε = 0.7,
the time period gets smaller, Conversely, using larger noise
strengths, e.g. ε = 1.0, the σSA-ES stays in one of the at-
tracting regions forever (see the right-hand side in Fig. 9).
While the σSA-ES exhibits periodic behaviour for a certain
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Figure 9: The same conditions as in Fig. 7, but ε = 1.0 has
been chosen.

noise level interval, the behaviour of the CSA-ES is more
conservative. The reason for that lies in the small mutations
strengths σ the CSA-ES randomly evolves when reaching
the (almost selection neutral) steady-state. That is, unlike
the σSA-ES, there is not enough mutation strength to push
the ES system from one attractor to the other.

4. STEADY-STATE BEHAVIOUR OF f2

In order to estimate a lower bound on the residual locali-
sation error we apply £ndings from the “standard” £tness
noise model for evolution strategies, see (Arnold and Beyer
2001; Arnold and Beyer 2002; Beyer et al. 2002). In the
standard model the noise term in the £tness function is ad-
ditive and normally distributed δ ∼ N(0, σ2

δ ). In order to
apply the stability condition to ensure local convergence in
the mean, which is given by (see (Arnold and Beyer 2002))

σδ <
R2 |β|

n
µ cµ/µ,λ, (12)

(R = R(g) denotes the parental distance to the optimum,
cµ/µ,λ the progress coef£cient and β the factor of the sphere
function) we £rst have to introduce appropriate sphere model
approximations. Therefore, we have to neglect the in¤uence



of xn in the denominator of Eq. (5). This step yields an el-
lipsoidal model. In a next ad hoc step, we assume that the
eccentricity of the ellipsoid can be neglected. This leads
to the desired sphere approximation (dropping the constant
term a)

Qsp(x) = −‖x‖2/b = −R2/b. (13)

In the variance expression (9) we neglect xn−1 and xn to-
tally, as a result

σδ =
√

Var[f2] =
√

2ε2/b. (14)

Now, the evolution criterion (12) together with (14) and β =
−1/b is applied

√
2ε2

b

nb

2R2
< 2µcµ/µ,λ (15)

and £nally solving for R, one obtains

R > R∞ =
ε

2

√ √
2n

µcµ/µ,λ
. (16)

Figure 10 shows the predictive quality of this formula. Even
though the predictions seem to be relatively good, one should
keep in mind that this result was obtained for a “moder-
ate” b-value. One can easily violate the sphere condition by
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Figure 10: Dependence of the mean value of the steady-
state R (top £gures) and of the steady-state xn (bottom
£gures) on the noise strength ε. For the simulations a
(30/30I , 60)-ES has been used. Parameters of f2 are a =
5, b = 0.5. The left £gure was obtained for dimensionality
n = 20 (ε = 0, 0.25, 0.5, 0.75, 1, 1.25, 1.5, 1.75, 2, 2.5,
3, 3.5, 4) and the right £gure for n = 100 (ε = 0, 0.05,
0.1, 0.2, 0.3, 0.4, 0.5, 0.75, 1, 1.25, 1.5, 1.75, 2). The data
points from the CSA-ES, displayed by “+”-symbols, are the
average over generations g = 3000 (7000 for n = 100) to
40000 those of the σSA-ES, displayed by “×”, are the av-
erage over generations g = 8000 (10000 for n = 100) to
40000. The linear curves represent Eq. (16).

choosing more extreme b-values. Furthermore, considering
larger ε-values, it appears that the asymptotic behaviour of
(16) seems not to be correct.

Figure 10 (bottom) shows the behaviour of the mean
value of the xn coordinate in the steady-state. It re¤ects
the behaviour observed in Figs. 7 – 9: Up to a certain ε
the mean value is zero. After speci£c ε, the absolute mean
values grow monotonously with the noise strength.

5. SUMMARY AND CONCLUSION

In this paper, we introduced a new class of test functions
for evolutionary algorithms with noisy £tness evaluation,
which are based on a qualitative model of a turbine-blade
optimisation problem. The functions have the remarkable
property of qualitatively changing the topology under the
in¤uence of noise. This change from uni-modal to bi-modal
or multi-modal £tness landscapes which we termed a bifur-
cation process using the analogue from nonlinear dynamics,
occurs when a measure for the robustness or stability of the
solution is used for the £tness.

We derived the conditions for bifurcation and empiri-
cally analysed the in¤uence of the topological change of the
£tness landscape on the behaviour of two types of evolution
strategies, the cumulative step-size adaptation method and
the “standard”, stochastic self-adaptation method. Whereas
the later one exhibits periodic behaviour for a certain noise
level interval, the CSA method tends to converge to one of
the two optima. Although the proposed class of test func-
tions is rather different from the sphere model which has
been successfully employed to investigate analytically the
behaviour of evolution strategies, we nevertheless were able
to transfer some results at least qualitatively. In order to ex-
tend this analysis to a more quantitative one, which could
help to give some insight into appropriate ranges of param-
eters like population size and selection pressure, requires
a substantial step in the theory of evolutionary algorithms.
However, at the same time, it can serve as an interesting test
problem in this domain, because of its “natural” transition
from uni-modal to bi-modal characteristics. Finally, the re-
sults should also be seen in the light of the original model
of the aerodynamic test problem. In this case the result
of the bifurcation process (uni-modal, bi-modal (symmet-
ric vs. unsymmetric) also depends on the precise location
of the infeasible region.

However, since the model is only a very coarse approxi-
mation of the real landscape, from the pure application point
of view, the next step would be to investigate whether partic-
ular behaviours of the evolutionary algorithm, like the peri-
odic switching can be observed or not. Therefore, different
directions need further attention. However, already the fact
that such a noise-induced topological bifurcation of the £t-
ness landscape occurs in evolutionary algorithms seems to



be a fascinating observation in itself.

A. DESCRIPTION OF THE CSA AND σSA
EVOLUTION STRATEGIES

The σ self-adaptation technique is based on the coupled in-
heritance of object and strategy parameters. Using the nota-
tion

〈a〉(g) :=
1

µ

µ
∑

m=1

a
(g)
m;λ (17)

for intermediate recombination (centroid calculation, i.e.,
averaging over the a parameters of the µ best offspring in-
dividuals), the (µ/µI , λ)-σSA-ES can be expressed in “off-
spring notation”

∀l = 1, . . . , λ :







σ
(g+1)
l := 〈σ〉(g)eτNl(0,1)

y
(g+1)
l := 〈y〉(g) + σ

(g+1)
l N l(0,1).

(18)
As learning parameter τ = 1/

√
N has been chosen in the

simulations.
While in evolutionary self-adaptive ES each individual

get its own set of endogenous strategy parameters, cumula-
tive step-size adaptation uses a single mutation strength pa-
rameter σ per generation to produce all the offspring. This σ
is updated by a deterministic rule which is controlled by cer-
tain statistics gathered over the course of generations. The
statistics used is the so-called (normalised) cumulative path-
length s. If ‖s‖ is greater than the expected length of a ran-
dom path, σ is increased. In the opposite situation, σ is
decreased. The update rule reads

∀l = 1, . . . , λ : y
(g+1)
l := 〈y〉(g) + σ(g)N l(0,1)

s(g+1) := (1− c)s(g) +
√

(2− c)c
√
µ

σ(g)

(

〈y〉(g+1) − 〈y〉(g)
)

σ(g+1) := σ(g) exp
(

‖s(g+1)‖−χN

DχN

)

(19)
where s(0) = 0 is chosen initally. The recommended stan-
dard settings for the cumulation parameter c and the damp-
ing constant D are used, i.e., c = 1/

√
N and D =

√
N , see

also (Hansen and Ostermeier 2001).
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